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Abstract—Reconfigurable Intelligent Surfaces (RIS) have
emerged as a transformative technology for next-generation wire-
less networks, enabling programmable control of electromagnetic
wave propagation through arrays of passive reflecting elements.
Beyond their well-established role in enhancing communication
capacity and coverage, RIS panels offer exceptional opportunities
for high-precision indoor positioning by creating additional
controllable propagation paths that can be exploited for geo-
metric localization. This paper presents a deep reinforcement
learning (DRL) framework for joint position estimation and
adaptive beam management in multi-RIS indoor environments
that leverages time-division RIS operation combined with learned
signal processing to achieve accurate user equipment (UE) local-
ization in challenging non-line-of-sight (NLOS) conditions. The
proposed architecture comprises three synergistic components:
i) a deep neural network (DNN) position estimator that maps
time-difference-of-arrival and received signal strength features
directly to UE coordinates, implicitly learning to handle NLOS
bias and clock synchronization errors from augmented training
data; ii) a Deep Q-Network (DQN) that learns an adaptive
RIS anchor selection policy to identify and exclude NLOS-
corrupted measurements; and iii) a hybrid geometric refinement
stage where the DNN-predicted position initializes Levenberg-
Marquardt optimization on the DQN-selected anchor subset.
The framework is evaluated through extensive Monte Carlo
simulations in a representative 60×40m indoor environment with
four strategically deployed 256-element RIS panels operating at
3.5 GHz with 100 MHz bandwidth. Comparative analysis against
joint Levenberg-Marquardt estimation, standard TDoA process-
ing, robust TDoA with iteratively reweighted least squares,
and K-Nearest Neighbors fingerprinting demonstrates that the
proposed DQN-DNN-LM pipeline achieves a median positioning
accuracy of 1.41 m, representing a 27.4% improvement over the
best geometric baseline while providing increasingly significant
advantages under high NLOS contamination. Comprehensive
parametric studies examining the impact of signal-to-noise ratio,
RIS array size, and NLOS probability reveal the fundamental
scaling behavior and practical design trade-offs governing DRL-
aided RIS positioning systems.

Index Terms—Reconfigurable Intelligent Surfaces (RIS), in-
door positioning, deep reinforcement learning, Deep Q-Network,
deep neural network, Time-Difference-of-Arrival, 5G New Radio,
beam management.

I. INTRODUCTION

Indoor positioning remains one of the most challenging
requirements for next-generation wireless networks, where

Global Navigation Satellite System (GNSS) signals are
severely attenuated or entirely unavailable, and traditional
positioning methods face significant obstacles from multipath
propagation, signal attenuation, and non-line-of-sight (NLOS)
conditions [1]. With the proliferation of location-aware ser-
vices across commercial, industrial, healthcare, and emergency
response environments, achieving sub-meter positioning accu-
racy has become a key enabler for 5G and beyond systems [2].
Applications ranging from asset tracking in warehouses, au-
tonomous navigation of mobile robots, augmented reality
guidance, and emergency personnel localization all demand
reliable indoor positioning with accuracy that conventional Wi-
Fi or Bluetooth-based systems struggle to consistently provide.

Reconfigurable Intelligent Surfaces (RIS) have recently
gained transformative attention as a means of intelligently
controlling the wireless propagation environment through pro-
grammable electromagnetic wave manipulation [3]. A RIS
consists of a large number of low-cost, passive reflecting
elements, each capable of introducing a controllable phase
shift to impinging electromagnetic waves, arranged in a pla-
nar array structure. Unlike active relay nodes, RIS panels
require no radio-frequency (RF) chains, power amplifiers, or
analog-to-digital converters, resulting in dramatically reduced
hardware complexity, power consumption, and deployment
cost. While the majority of RIS research has focused on
enhancing communication capacity, coverage extension, and
interference management [4], the potential of RIS for high-
accuracy positioning has only recently begun to be systemat-
ically explored [5], [6].

The fundamental value proposition of RIS for positioning
stems from the creation of additional controllable propagation
paths that introduce geometric diversity essential for trilat-
eration and multilateration [7]. In conventional anchor-based
positioning, each base station or access point serves as a geo-
metric reference whose position is known a priori. Deploying
sufficient anchors with favorable spatial distribution is often
prohibitively expensive in terms of infrastructure, power, and
backhaul connectivity. RIS panels address this challenge by
serving as virtual anchors that redirect existing signals along
precisely controlled paths without requiring active transmis-



sion capability. By strategically deploying multiple RIS panels
on the walls of an indoor environment and operating them in a
time-division multiplexed fashion, the positioning system can
obtain unambiguous range measurements through each RIS-
reflected path, exploiting the known bistatic geometry of the
UE-RIS-gNB signal configuration.

However, practical RIS-aided positioning faces several crit-
ical challenges that must be addressed for reliable opera-
tion. The indoor multipath environment causes time-of-arrival
(ToA) estimates to be corrupted by secondary reflections that
bias the measured propagation delay. NLOS conditions, in
which the direct UE-RIS path is obstructed by furniture,
walls, or human bodies, introduce positive range bias that can
severely degrade position estimation accuracy if not properly
handled. The unknown clock offset between the UE transmitter
and the gNB receiver creates a common bias in all range mea-
surements that must be either estimated jointly or eliminated
through differential processing. Additionally, the geometric
dilution of precision (GDOP) varies spatially across the cover-
age area, causing position-dependent accuracy variations that
affect system reliability. While existing geometric approaches
such as robust least squares with Huber loss functions and
subset selection [8] provide principled outlier mitigation, they
suffer from sensitivity to local minima in the non-convex
cost function, require careful initialization heuristics, and,
most importantly, cannot learn from accumulated positioning
experience to improve their NLOS handling over time.

Deep reinforcement learning (DRL) has recently demon-
strated remarkable success in sequential decision-making
problems across wireless communications, including resource
allocation, power control, and beam management [9]. The
ability of DRL agents to learn optimal policies through inter-
action with complex environments without requiring explicit
mathematical models of the underlying dynamics makes them
natural candidates for the RIS anchor selection problem,
where the agent must learn to identify and exclude NLOS-
corrupted measurements based on observable signal features.
Furthermore, deep neural networks (DNNs) have shown con-
siderable promise for direct position estimation from wireless
measurements [10], learning the nonlinear mapping between
measurement features and spatial coordinates in a data-driven
manner that implicitly accounts for propagation effects that
are difficult to model analytically. However, the joint applica-
tion of DRL-based anchor selection and DNN-based position
estimation to RIS-aided indoor positioning remains largely
unexplored.

This paper makes the following specific contributions:

1) A deep neural network position estimator trained on
30,000 augmented samples spanning diverse SNR and
NLOS conditions, incorporating geometric feature pri-
ors derived from TDoA measurements, power-weighted
centroids, and pairwise range differences, that directly
maps measurement features to UE coordinates while
implicitly learning to mitigate NLOS bias and clock
synchronization errors.

2) A Deep Q-Network for adaptive RIS anchor selection
that learns, through interaction with the positioning en-
vironment over 5,000 training episodes with experience
replay, which anchor subset minimizes positioning error
for each measurement scenario, effectively learning to
identify and exclude NLOS-corrupted anchors without
explicit NLOS detection or channel characterization.

3) A hybrid DQN-DNN-LM positioning pipeline that com-
bines learned anchor selection, neural position estima-
tion, and geometric Levenberg-Marquardt refinement
into a three-stage closed-loop system, achieving 27.4%
improvement over the best geometric baseline under
practical NLOS conditions.

4) Extensive Monte Carlo simulation analysis comparing
seven positioning algorithms across varying SNR con-
ditions, RIS array configurations, and NLOS contam-
ination levels, establishing fundamental performance
bounds, identifying the NLOS crossover threshold above
which the DRL approach dominates geometric methods,
and providing practical design guidelines.

The remainder of this paper is organized as follows. Sec-
tion II describes the system architecture, signal model, and
measurement framework. Section III presents the proposed
DRL-based methodology in detail, including dataset genera-
tion, feature engineering, network architectures, and hyperpa-
rameter optimization. Section IV summarizes the experimental
setup, the compared baselines, and the simulation results with
in-depth analysis. Section V concludes the paper with key
findings and future research directions.

II. SYSTEM MODEL

A. Architecture, Signal Model, and RIS Operation

The proposed positioning system operates in an indoor envi-
ronment measuring 60×40m, representative of large commer-
cial facilities such as shopping malls, warehouses, exhibition
halls, or factory floors where GPS signals are unavailable and
traditional positioning methods face significant challenges due
to rich multipath propagation. The system deploys four RIS
panels strategically positioned on the room walls to maximize
spatial diversity and geometric coverage. Specifically, RIS-1
is mounted at (0, 20)m on the left wall midpoint, RIS-2 at
(60, 20)m on the right wall midpoint, RIS-3 at (30, 0)m at the
bottom wall midpoint, and RIS-4 at (30, 40)m at the top wall
midpoint. This symmetric four-anchor configuration ensures
that user equipment (UE) anywhere within the coverage area
maintains favorable geometric diversity with respect to at least
three RIS panels simultaneously, providing the angular spread
essential for accurate two-dimensional position determination.

A single next-generation NodeB (gNB) base station
equipped with an Nrx = 8 element uniform linear receive
antenna array is positioned near the room corner at coordinates
(2, 2)m. The gNB serves as the central measurement collec-
tion and processing point, receiving uplink pilot signals that
have been reflected and phase-shifted by the RIS panels. Each
RIS panel comprises Ntotal = 256 programmable reflecting



Fig. 1: System layout showing the 60 × 40m indoor envi-
ronment with four symmetrically deployed RIS panels on the
walls, gNB receiver at position (2, 2)m, sample random UE
test positions (gray dots), and example bistatic signal paths
(dashed green arrows) through RIS-1 and RIS-3 demonstrating
the UE→RIS→gNB measurement geometry.

elements arranged in a 16 × 16 planar array. To maintain
computational feasibility for real-time phase optimization, the
effective number of simultaneously controllable elements is
limited to N = 64 through element grouping, where each
group of four adjacent elements shares a common phase
configuration. The complete system layout, including repre-
sentative UE test positions and example bistatic signal paths,
is illustrated in Fig. 1.

The system operates at carrier frequency fc = 3.5GHz
with signal bandwidth B = 100MHz, corresponding to 273
resource blocks with 30 kHz subcarrier spacing as specified
in the 5G NR numerology [11]. The fundamental operating
principle exploits the bistatic geometry formed by the UE-RIS-
gNB signal path, where the total propagation distance through
the k-th RIS panel is given by:

rk = dUE,k + dk,gNB = ∥pUE − pk∥+ ∥pk − pgNB∥ (1)

where pUE = [x, y]T denotes the unknown UE position, pk

is the known position of the k-th RIS panel, and pgNB is the
known gNB position. The cascaded UE-RIS-gNB channel is
modeled using the 3GPP CDL-D profile [12] with Rician K-
factor of 13.3 dB and RMS delay spread στ = 30 ns.

The system implements coherent RIS phase alignment
where the optimal phase for the m-th element is ϕ⋆

m =
−∠(hUE-RIS

m ) − ∠(hRIS-gNB
m ), yielding coherent combining

gain that scales as N2 in received power. Time-division mul-
tiplexing separates measurements from different RIS panels,
with only one panel active per measurement slot, producing
a complete set of four bistatic range measurements {r̂k}4k=1

and four received signal power measurements {Pk}4k=1.

B. Measurement Model with Impairments

The measured bistatic range through the k-th RIS path
incorporates several realistic impairments:

r̂k = rk + b+ nk + βk (2)

where b represents an unknown common clock bias (±5m
equivalent range), nk ∼ N (0, σ2

r) is additive Gaussian ranging
noise, and βk is a non-negative NLOS bias term. The ranging
noise standard deviation follows the Cramér-Rao lower bound
(CRLB) for time-delay estimation [13]:

σr =
c

B
√
2 · SNR

(3)

where c is the speed of light. At the baseline configuration of
B = 100MHz and SNR= 30 dB, this yields σr ≈ 0.067m,
indicating that the wideband 5G NR waveform provides inher-
ently high ranging precision under favorable conditions. The
NLOS bias is modeled as an exponentially distributed positive
random variable (βk ∼ Exp(µβ) with mean µβ = 4m)
that occurs independently on each RIS panel with probability
pNLOS = 0.25.

III. PROPOSED METHODOLOGY

This section presents the complete proposed DRL-based
positioning methodology, encompassing the training dataset
construction, feature engineering pipeline, deep neural network
and Deep Q-Network architectures, hyperparameter optimiza-
tion strategy, and the integrated three-stage positioning algo-
rithm.

A. Dataset Generation and Augmentation Strategy

A fundamental challenge in training neural networks for po-
sitioning is ensuring that the learned model generalizes across
the diverse operating conditions encountered in practical in-
door deployments, where both the signal-to-noise ratio and
the NLOS contamination level vary significantly depending
on the UE location, the time of day, and the presence of
moving obstacles. To address this challenge, the proposed
framework employs a systematic data augmentation strategy
that generates 30,000 training samples spanning a structured
grid of environmental conditions.

The training data is generated by uniformly sampling UE
positions across the 60×40m room interior (with 2 m margin
from walls) and computing the corresponding bistatic range
measurements according to the analytical model in Eq. (2).
Rather than generating all samples at a single operating
point, the augmentation strategy distributes samples across
five SNR levels (20, 25, 30, 35, and 40 dB) and five NLOS
probability levels (0, 0.1, 0.2, 0.3, and 0.4), producing 1,200
samples per condition and ensuring balanced representation
of both clean and corrupted measurements. This structured
augmentation exposes the DNN to the full range of noise levels
and NLOS contamination patterns that it will encounter during
deployment, preventing overfitting to any single operating
configuration. A 10% hold-out validation set is reserved for
early stopping and model selection.

For DQN training, a complementary strategy generates
episodes under continuously randomized conditions, with the
SNR uniformly sampled from the interval [20, 40] dB and the
NLOS probability uniformly sampled from [0, 0.4] at the start
of each episode. This continuous randomization, as opposed
to the structured grid used for DNN training, ensures that the



DQN encounters a smooth continuum of difficulty levels and
develops a robust anchor selection policy that transfers to any
combination of SNR and NLOS within the training range.

B. Feature Engineering

The design of the input feature vector is critical to the
DNN’s positioning accuracy, as the features must simultane-
ously eliminate the unknown clock bias, preserve geometric
position information, and provide implicit indicators of NLOS
contamination. The proposed 30-dimensional feature vector
incorporates six categories of carefully engineered features.

The first category consists of time-difference-of-arrival fea-
tures computed by selecting the RIS panel with the strongest
received power as the reference anchor and forming the four
range differences ∆rk = r̂k − r̂k⋆ . Because the unknown
clock bias b appears identically in all range measurements,
the differencing operation cancels it exactly, providing the
DNN with clock-bias-free inputs that encode the relative
distances between the UE and the four RIS panels. The second
category comprises normalized power features Pk − P̄ and
relative power features Pk−maxj Pj , which encode distance-
dependent signal attenuation information and highlight which
anchors receive the weakest signals.

The third category introduces geometric prior features that
exploit the known and fixed RIS-to-gNB distances dk,gNB to
convert the TDoA measurements into estimated UE-to-RIS
distance differences via d̂k−d̂ref = ∆rk−(dk,gNB−dref,gNB),
providing the network with distance-domain information that
relates more directly to position than raw range differences.
The fourth category consists of all six pairwise range differ-
ences r̂i − r̂j for i < j, which provide redundant geometric
constraints that help the DNN resolve positional ambiguities.
The fifth category is a power-weighted centroid direction vec-
tor computed as c =

∑︁
k wkpk/

∑︁
k wk where wk = 10Pk/10,

which provides an approximate bearing estimate toward the
UE based on signal strength alone. The sixth and final category
comprises consistency features, specifically the variance and
range of the estimated distance differences, which serve as
implicit NLOS indicators since a single corrupted measure-
ment will cause the distance estimates to become inconsistent,
producing elevated variance.

C. DNN Position Estimator

The deep neural network position estimator directly learns
the mapping from the 30-dimensional feature vector to the UE
position coordinates p̂ = [x̂, ŷ]T through supervised training.
The architecture is a four-layer fully connected feedforward
network with layer dimensions 30 → 256 → 128 → 64 →
2, employing LeakyReLU activation functions with negative
slope α = 0.01 in all hidden layers and a linear activation in
the output layer. The output coordinates are normalized to the
range [0, 1] by dividing by the room dimensions, ensuring that
both position components contribute equally to the training
loss regardless of the room aspect ratio.

The LeakyReLU activation is preferred over standard ReLU
to prevent dead neuron problems that can arise during train-

ing when large gradient updates push neuron pre-activations
permanently into the negative regime. The progressively nar-
rowing layer widths (256, 128, 64) implement an informa-
tion bottleneck that forces the network to learn increasingly
abstract representations of the position-relevant features, dis-
carding noise and NLOS-induced artifacts in the intermediate
layers while preserving the geometric information needed for
accurate coordinate prediction.

Training is performed using the Adam optimizer [14] with
initial learning rate 10−3, β1 = 0.9, β2 = 0.999, and mini-
batch size 256. To prevent overfitting and improve generaliza-
tion, two regularization mechanisms are employed: Gaussian
noise injection with standard deviation 0.02 is applied to input
features during training, simulating measurement variability
and forcing the network to learn robust representations; and
learning rate decay by a factor of 0.5 is applied at epochs
100 and 150 to enable fine-grained convergence in the later
stages of training. The network is trained for a maximum of
200 epochs, with the model achieving the lowest validation
error retained as the final estimator.

D. Deep Q-Network for Adaptive RIS Selection

The Deep Q-Network addresses the anchor selection prob-
lem through reinforcement learning, where the agent learns to
identify which subset of RIS panels should be used for position
estimation based on the current measurement characteristics.
This is formulated as a single-step Markov decision process in
which the state captures the complete measurement context,
the action determines the anchor configuration, and the reward
reflects the resulting positioning accuracy.

The state representation is a 32-dimensional vector formed
by concatenating the 30 normalized measurement features
with the DNN-estimated position coordinates (x̂/W, ŷ/H),
providing the agent with both the raw measurement informa-
tion and the current best position hypothesis. Including the
DNN estimate in the state enables the DQN to assess whether
the initial estimate appears geometrically consistent with the
measurements, which can indicate the presence of NLOS
corruption. The action space comprises five discrete actions
corresponding to four 3-of-4 anchor subsets (excluding RIS-
1, RIS-2, RIS-3, or RIS-4 respectively) and one use-all-four
action. The reward signal is the negative Euclidean positioning
error R = −∥p̂ − ptrue∥ computed after the complete DNN
re-estimation and LM refinement pipeline executes on the
selected anchor subset, directly driving the agent to learn
anchor selections that minimize the end-to-end positioning
error.

A critical implementation detail is the measurement mask-
ing mechanism that translates the DQN’s discrete action into
a modified feature vector for the DNN. When the DQN
excludes an anchor, the corresponding range measurement is
replaced with the mean of the retained measurements and
the power is suppressed by 20 dB, ensuring that the excluded
anchor contributes negligible information to the reconstructed
feature vector. This masking approach allows the same DNN
architecture to be used regardless of which anchor subset is



selected, avoiding the need for separate networks for each
subset configuration.

The DQN architecture is a three-layer network with dimen-
sions 32 → 64 → 32 → 5 and LeakyReLU activations,
outputting five Q-values corresponding to the five possible
actions. Training employs experience replay with a circular
buffer of 10,000 transitions and mini-batch size 64, which
decorrelates sequential training samples and improves learning
stability. The ϵ-greedy exploration strategy begins with ϵ = 1.0
(fully random actions) and decays by a factor of 0.997 per
episode until reaching ϵmin = 0.05, at which point the
agent primarily exploits the learned policy while maintaining
a small exploration probability. Training proceeds for 5,000
episodes under diverse environmental conditions as described
in Section IIIA.

E. Hyperparameter Optimization

The hyperparameters governing both the DNN and DQN
were selected through systematic evaluation on validation data,
with the following key design choices motivated by empirical
performance analysis. The DNN width of 256 neurons in the
first hidden layer was chosen as the narrowest configuration
that achieved validation error below 1.5 m on the augmented
dataset, as wider networks (512 neurons) provided marginal
improvement at significantly increased computational cost
while narrower networks (128 neurons) exhibited validation
errors exceeding 1.8 m. The training data volume of 30,000
samples represents the point of diminishing returns, as in-
creasing to 50,000 samples reduced validation error by less
than 3% while doubling the data generation and training time.
The noise injection magnitude of σ = 0.02 was selected as
the largest value that did not degrade training convergence,
with larger values (σ > 0.05) causing training instability and
smaller values (σ < 0.01) providing insufficient regularization.

For the DQN, the replay buffer size of 10,000 and the
exploration decay rate of 0.997 were selected to ensure that the
agent explores sufficiently before exploitation dominates, with
the ϵ value reaching its minimum around episode 1,000. The
5,000-episode training budget was determined by monitoring
the moving-average reward, which stabilized after approxi-
mately 4,000 episodes. The choice of five discrete actions (four
3-of-4 subsets plus use-all) rather than finer-grained subset
combinations was motivated by the observation that with four
anchors and at most one NLOS-corrupted measurement per
trial, identifying and excluding a single anchor captures the
dominant failure mode while maintaining a tractable action
space for the DQN.

F. Proposed DQN–DNN–LM Positioning Method

The complete three-stage DQN–DNN–LM pipeline is for-
malized below and summarized in Algorithm 1.

The proposed positioning framework combines deep learn-
ing, reinforcement learning, and nonlinear geometric refine-
ment in a hybrid pipeline. Given measured ranges {r̂k}4k=1

and received powers {Pk}4k=1, the first step is to construct the
input feature vector

x = F({r̂k}, {Pk}), (4)

where F(·) denotes the feature extraction function producing
the 30-dimensional input representation. The extracted features
are then normalized as

x̃ =
x− µ

σ
, (5)

where µ and σ are the feature-wise mean and standard
deviation computed from the training dataset. This normalized
vector is passed to the DNN to obtain a coarse UE position
estimate

p̂0 = fθ(x̃)⊙ [W,H]T , (6)

where fθ(·) denotes the trained DNN and W and H are
the room dimensions used to rescale the normalized network
output to physical coordinates.

The coarse position estimate is then incorporated into the
DQN state

s = [x̃, x̂0/W, ŷ0/H], (7)

which augments the normalized measurement features with the
normalized coarse coordinate estimate. Based on this state, the
DQN selects the anchor-selection action

a∗ = argmax
a

Qϕ(s, a), (8)

where Qϕ(s, a) is the learned action-value function. The
chosen action determines the anchor subset Sa∗ retained for
refinement. Anchors not selected by the DQN are masked
by replacing their range measurements with the mean of the
retained ranges and suppressing their received powers by 20
dB. Using the masked measurements, a new feature vector is
formed as

x′ = F({r̂′k}, {P ′
k}), (9)

and normalized as

x̃′ =
x′ − µ

σ
. (10)

The same DNN is then reused to produce a refined estimate

p̂1 = fθ(x̃
′)⊙ [W,H]T , (11)

which serves as the initialization for the final nonlinear refine-
ment stage.

To eliminate the unknown common clock bias, a TDoA
formulation is adopted on the selected subset. The reference
anchor is chosen as

kref = arg max
k∈Sa∗

Pk, (12)

that is, the anchor with the highest received power within the
selected subset. The corresponding TDoA measurements are
then computed as

∆rk = r̂k − r̂kref
, ∀k ∈ Sa∗ \ {kref}. (13)



Algorithm 1 DQN-Assisted Hybrid DNN–LM Positioning

1: Input: Measured ranges {r̂k}4k=1, received powers
{Pk}4k=1, trained DNN fθ, trained DQN Qϕ

2: Output: Estimated UE position p̂
3: x← F({r̂k}, {Pk}) Construct 30-dimensional feature

vector
4: x̃← (x− µ)/σ Normalize features
5: p̂0 ← fθ(x̃)⊙ [W,H]T DNN coarse estimate
6: s← [x̃, x̂0/W, ŷ0/H] Construct DQN state
7: a∗ ← argmaxa Qϕ(s, a) Select action
8: Determine anchor subset Sa∗ from a∗

9: Mask excluded anchors: replace excluded ranges by mean
retained range and suppress excluded powers by 20 dB

10: x′ ← F({r̂′k}, {P ′
k}) Reconstruct feature vector

11: x̃′ ← (x′ − µ)/σ Normalize masked features
12: p̂1 ← fθ(x̃

′)⊙ [W,H]T DNN refined estimate
13: kref ← argmaxk∈Sa∗ Pk Select reference anchor
14: ∆rk ← r̂k − r̂kref

, ∀k ∈ Sa∗ \ {kref} Compute TDoA
15: p̂← p̂1 Initialize LM
16: repeat
17: Update p̂ by one LM iteration using TDoA residuals

over Sa∗

18: until ∥p̂(i+1) − p̂(i)∥ < ϵ
19: Clamp p̂ within [0,W ]× [0, H]
20: return p̂

Using these differential measurements, the final UE position
is estimated by solving the nonlinear least-squares problem

p̂ = argmin
p

∑︂
k∈Sa∗\{kref}

(∆rk − [∥p− ak∥ − ∥p− akref
∥])2 ,

(14)
where ak denotes the known position of anchor k. This opti-
mization is solved iteratively using the Levenberg–Marquardt
algorithm initialized at p̂1. After convergence, the resulting
estimate is clamped to the feasible room area.

The complete procedure is summarized in Algorithm 1.

IV. SIMULATION RESULTS AND ANALYSIS

A. Experimental Setup and Compared Methods

The positioning framework is evaluated through comprehen-
sive Monte Carlo simulations with 500 random UE positions
uniformly distributed throughout the room interior, each in-
dependently evaluated over NMC = 20 trials with different
random noise and NLOS realizations. The complete set of
simulation parameters is summarized in Table I.

The proposed framework is compared against four repre-
sentative baselines spanning geometric, robust-statistical, and
fingerprinting-based positioning.

The Joint Levenberg-Marquardt (LM) algorithm estimates
the UE position p = [x, y]T and the unknown clock bias
b jointly by minimizing the weighted sum of squared range
residuals

∑︁4
k=1 wk(r̂k − ∥p − pk∥ − dk,gNB − b)2, where

wk = 10Pk/10/
∑︁

j 10
Pj/10 are power-derived weights [15].

TABLE I: Simulation Parameters

Parameter Value

Room dimensions 60× 40m
Number of RIS panels 4
RIS elements (total / effective) 256 / 64
gNB receive antennas (Nrx) 8
Carrier frequency (fc) / Bandwidth (B) 3.5 GHz / 100 MHz
Channel model / K-factor 3GPP CDL-D / 13.3 dB
Baseline SNR 30 dB
NLOS probability (pNLOS) / bias mean 0.25 / 4 m
Clock bias range ±5m equiv.
KNN grid spacing / neighbors 5 m / K=3
DNN architecture 30→256→128→64→2
DNN training samples / epochs 30,000 / 200
DQN architecture 32→64→32→5
DQN episodes / replay buffer 5,000 / 10,000
UE test positions / MC trials 500 / 20

Multi-start initialization from five candidate positions miti-
gates the risk of convergence to local minima.

The Time-Difference-of-Arrival (TDoA) baseline eliminates
the unknown clock bias through differential processing by
selecting the strongest RIS panel as reference and computing
range differences ∆rk = r̂k− r̂k⋆ , which cancels the common
bias exactly. The resulting two-unknown system is solved via
LM optimization with multi-start initialization. The reduction
from three unknowns to two improves the geometric condi-
tioning of the estimation problem when only four anchors are
available.

The K-Nearest Neighbors (KNN) fingerprinting algorithm
operates in the received signal strength domain using an offline
calibration database constructed on a ∆ = 5m grid. During
online positioning, the measured RSSI vector is compared
against all database entries, and the UE position is estimated as
the centroid of the K = 3 nearest reference positions. While
this approach requires no geometric modeling and naturally
handles arbitrary propagation environments, its accuracy is
fundamentally limited by the fingerprint grid resolution.

The Robust TDoA algorithm combines TDoA processing
with Iteratively Reweighted Least Squares (IRLS) optimiza-
tion using the Huber loss function and exhaustive best-3-of-4
subset selection [8], [16]. The Huber loss transitions between
quadratic and linear regimes at the threshold 1.345σ̂, where σ̂
is estimated via the Median Absolute Deviation, effectively
down-weighting corrupted measurements while preserving
smooth convergence. The best-subset mechanism evaluates
all

(︁
4
3

)︁
= 4 possible three-anchor subsets and selects the

solution achieving the lowest capped full-set residual, enabling
identification and exclusion of the single most problematic
measurement.

B. Training Convergence

Fig. 2a presents the DNN training convergence over 200
epochs. The training loss decreases by approximately two
orders of magnitude within the first 50 epochs and continues
to improve gradually, reaching a final value of approximately
10−3. The validation error stabilizes around 1.4 m after epoch
120, with the gap between training loss and validation error
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Fig. 2: Training convergence of the learning components used
in the proposed framework. Both the supervised estimator and
the reinforcement-learning agent converge stably under the
adopted training settings.

remaining small throughout, confirming adequate generaliza-
tion without significant overfitting. This result is attributable
to the combination of augmented training data, Gaussian noise
injection, and early stopping.

Fig. 2b shows the DQN training reward curve smoothed
with a 200-episode moving average. The average reward
improves from approximately −2.8 in the early exploration
phase to approximately −1.4 by episode 5,000, representing a
50% reduction in average positioning error through learned
anchor selection. The reward exhibits notable variance in
the later training stages due to the continuously randomized
episode conditions, but the overall upward trend confirms that
the agent progressively learns to identify and exclude NLOS-
corrupted anchors.

C. Overall Positioning Accuracy and Error Distribution

Table II summarizes the positioning accuracy metrics for
all seven algorithms under the baseline configuration. The
proposed DQN-DNN-LM pipeline achieves the best overall
performance with a mean error of 1.528 m and a median
error of 1.410 m, representing a 27.4% improvement in mean
error over the Robust TDoA baseline (2.106 m mean, 2.026 m
median), which is the strongest geometric competitor. The
DNN-only estimator also outperforms all geometric baselines
with 1.581 m mean error, confirming that the learned feature
representation and augmented training effectively mitigate
NLOS bias that degrades conventional methods. Among the
geometric approaches, the Robust TDoA achieves the best
performance with 2.026 m median, followed by TDoA baseline
(2.142 m) and Joint LM (2.238 m). The KNN fingerprinting
approach yields significantly higher errors (6.533 m mean,
6.507 m median), confirming that the coarse 5 m grid reso-
lution is the dominant accuracy-limiting factor.

An important observation concerns the Hybrid DNN+LM
approach, which uses the DNN estimate to initialize LM on the
full four-anchor set without DQN-based anchor selection. This
approach performs slightly worse than plain TDoA (2.098 m
vs. 2.142 m median), indicating that LM refinement without
anchor selection can actually degrade the DNN estimate when
NLOS-corrupted measurements are included, as the geometric
solver converges toward a biased solution that fits the cor-
rupted measurement. This observation directly motivates the

TABLE II: Positioning Accuracy at SNR = 30 dB, pNLOS =
25% (meters)

Algorithm Mean Median 90th% 95th%

Joint LM 2.309 2.238 3.425 3.745
TDoA Baseline 2.253 2.142 3.453 3.719
KNN (K=3) 6.533 6.507 8.647 9.560
Robust TDoA (IRLS) 2.106 2.026 3.219 3.549
DNN Only 1.581 1.519 2.255 2.473
Hybrid DNN+LM 2.216 2.098 3.386 3.706
DQN-DNN-LM 1.528 1.410 2.489 2.916

DQN anchor selection stage, since excluding the suspected
NLOS anchor before LM refinement allows the geometric
solver to operate on clean measurements and converge to the
correct solution. In terms of median positioning error, the
proposed method improves by 37.0% over Joint LM, 34.2%
over TDoA Baseline, 30.4% over Robust TDoA, and 7.2%
over DNN Only, while also outperforming KNN by a wide
margin.

Fig. 3a presents the cumulative distribution function (CDF)
of the positioning error across all 500 UE positions. The
proposed DQN-DNN-LM achieves approximately 80% prob-
ability of sub-2 m positioning, compared to approximately
55% for the geometric baselines and only 5% for KNN.
The DNN-only curve closely tracks the proposed method
for errors below 2 m but diverges slightly in the upper tail,
where the DQN’s anchor selection provides additional outlier
resilience by excluding NLOS-corrupted measurements before
LM refinement. The KNN CDF is clearly separated from all
other methods, with its steep rise around 5 to 7 m reflecting
the quantization effect of the 5 m grid spacing.

Fig. 3b provides a box-plot comparison of the error dis-
tributions. The DNN-based methods, namely DNN-only and
DQN-DNN-LM, exhibit the most compact distributions with
the lowest medians, with interquartile ranges of approximately
0.8 to 1.5 m. The geometric baselines show wider distributions
with medians around 2.0 to 2.2 m, while the KNN box is
centered around 6.5 m with an IQR spanning approximately
5 to 8 m.

D. Impact of SNR, RIS Array Size, and NLOS Probability

Fig. 4a presents the median positioning error as a function
of SNR from 10 to 40 dB, with NLOS disabled to isolate
the effect of ranging noise. The geometric algorithms and
the hybrid methods exhibit a clear monotonically decreasing
relationship with SNR, with errors dropping from approx-
imately 0.8 m at 10 dB to below 0.03 m at 40 dB. On the
semi-logarithmic scale this relationship appears approximately
linear, consistent with the CRLB prediction of σr ∝ 1/

√
SNR

from Eq. (3), confirming that the positioning accuracy is
fundamentally noise-limited in the absence of NLOS bias.
The DNN-only estimator exhibits a distinct behavior, with its
error plateauing at approximately 0.4 to 0.6 m for SNR values
exceeding 25 dB, reflecting the irreducible generalization error
of the learned regression model. This learning floor arises
because the DNN was trained on samples with noise levels
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Fig. 3: Statistical comparison of positioning accuracy at SNR = 30 dB with pNLOS = 0.25. The proposed DQN-DNN-LM
consistently exhibits the lowest errors and the most compact distribution among the compared methods.

spanning 20 to 40 dB and its output represents a statistical
average over these conditions. The hybrid and DQN-DNN-
LM methods do not suffer from this floor because their LM
refinement stage exploits the exact measurement equations,
achieving CRLB-consistent performance when the DNN pro-
vides a sufficiently good initialization. The KNN algorithm
remains at approximately 5 to 6 m across the entire SNR range,
confirming that its accuracy is grid-resolution-limited rather
than SNR-limited.

Fig. 4b examines the effect of RIS array size by varying
the number of effective elements from N = 16 to N = 256,
again without NLOS. The geometric and hybrid methods
converge to sub-5-centimeter accuracy at N = 256 due to the
N2 coherent combining gain, while the DNN-only estimator
exhibits its characteristic learning floor at approximately 0.4 m
independent of array size, which is a consequence of being
trained on data with fixed N = 64. This has important
design implications: for deployments where NLOS is rare
and high SNR is achievable through large arrays, geometric
methods suffice; however, for practical environments where
NLOS contamination is unavoidable, the DRL-based approach
provides robust performance whose advantages stem from
NLOS mitigation rather than noise reduction.

Fig. 5 presents the most practically relevant parametric
study, showing the median positioning error as a function of
NLOS probability from 0 to 50%. In the ideal LOS scenario,
the geometric methods achieve approximately 0.05 to 0.10 m
median error consistent with the CRLB, while the DNN-based
methods start at their learning floor of approximately 0.5 m.
A critical crossover occurs around pNLOS ≈ 8%, below which
geometric methods provide superior accuracy due to their
CRLB-optimal noise handling and above which the proposed
DQN-DNN-LM consistently outperforms all baselines due to
its learned NLOS resilience. As the NLOS probability in-
creases to 50%, the geometric baselines degrade substantially,
with Joint LM and TDoA reaching approximately 3.4 m and

Robust TDoA reaching 3.1 m, demonstrating that even princi-
pled outlier mitigation through Huber loss and subset selection
provides limited protection against frequent NLOS contamina-
tion. In contrast, the proposed DQN-DNN-LM degrades more
gracefully to approximately 2.6 m, maintaining 26% lower
error than the Robust TDoA at the highest contamination level.

The DNN-only estimator surpasses the geometric baselines
by approximately pNLOS = 8% and maintains lower error
throughout the high-NLOS regime, confirming that the aug-
mented training, which exposed the DNN to diverse NLOS
conditions during learning, enables it to implicitly develop
NLOS-resilient features that extract position information from
the subset of clean measurements without explicit outlier
detection. The DQN-DNN-LM further improves upon DNN-
only by actively selecting the best anchor subset through the
learned policy, providing approximately 0.2 to 0.5 m additional
improvement at high NLOS probabilities.

E. Position Error Bound Analysis

Fig. 6 compares the theoretical Position Error Bound (PEB)
derived from the Cramér-Rao bound with the achieved posi-
tioning error of the proposed algorithm across the room area.
The spatial error distribution shows that the lowest errors,
below 1.5 m, are concentrated in the room interior within the
convex hull formed by the four RIS panel positions, where the
UE benefits from favorable angular diversity and the DNN has
dense training coverage. Errors gradually increase toward the
room boundaries and corners, particularly near the walls adja-
cent to the RIS panels, where the geometric constraints from
nearby panels become nearly parallel. The spatial error pattern
remains more uniform than would be expected from purely
geometric methods, as the DNN’s learned regression smooths
out the sharp GDOP-dependent variations that characterize
LM-based estimators. Quantitatively, the PEB ranges from
0.067 m in the room center to 0.087 m near the walls, while
the achieved DQN-DNN-LM error ranges from approximately
0.5 m in the best interior positions to 4 to 5 m near boundaries.
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NLOS Probability [%]
0 10 20 30 40 50

M
e
d
ia

n
 E

rr
o
r 

[m
]

0

1

2

3

4

5

6

7
Impact of NLOS Contamination

Joint LM
TDoA
KNN
Robust TDoA
DNN
Hybrid*
DQN+DNN+LM*

Fig. 5: Median positioning error versus NLOS probability (0 to
50%). The proposed DQN-DNN-LM shows the most gradual
error degradation, with increasing advantage over all baselines
as NLOS contamination grows.

The large gap between the theoretical bound and the achieved
error is dominated by NLOS bias rather than fundamental
geometric limitations, confirming that NLOS mitigation, rather
than improved noise handling or geometric optimization,
represents the primary opportunity for positioning accuracy
improvement in practical indoor environments. This validates
the DRL-based approach’s focus on learned NLOS resilience
as the most impactful design choice.

F. Summary of Key Findings

The comprehensive simulation analysis reveals several key
findings for practical DRL-aided RIS positioning system
design. The proposed DQN-DNN-LM pipeline consistently
outperforms all baselines under NLOS conditions, with the
advantage growing from approximately 7% at low NLOS
probability to 26% at 50% NLOS, which is precisely the most
challenging and practically relevant operating regime for in-
door positioning. A clear crossover threshold exists at approxi-

mately 8% NLOS probability, below which geometric methods
are preferable due to their CRLB-optimal performance and
above which the DRL approach dominates. The three-stage
hybrid architecture proves essential because the DNN alone
provides robust initialization that avoids LM local minima,
the DQN provides intelligent anchor selection that excludes
NLOS measurements, and the LM refinement provides ge-
ometric precision that exploits exact measurement equations.
The augmented training strategy, which spans diverse SNR and
NLOS conditions, is critical for DNN generalization, while
the DQN’s experience replay and diverse episode conditions
ensure that the learned anchor selection policy transfers to test
conditions not seen during training. Finally, the range-based
algorithms, both geometric and DRL-enhanced, outperform
KNN fingerprinting by approximately one order of magni-
tude in positioning accuracy, confirming that exploitation of
wideband 5G NR timing precision fundamentally outperforms
power-based methods for RIS-aided indoor positioning. Over-
all, the results indicate that the proposed method is most
beneficial in moderate-to-high NLOS regimes, where learned
anchor selection and DNN initialization improve robustness
without sacrificing the benefits of geometric refinement.

V. CONCLUSIONS AND FUTURE WORK

This paper presented a deep reinforcement learning frame-
work for position-aided beam management in multi-RIS in-
door environments. The proposed DQN-DNN-LM pipeline
combines a deep neural network position estimator trained
on 30,000 augmented samples with geometric feature priors,
a Deep Q-Network that learns adaptive RIS anchor selection
through 5,000 episodes of experience replay, and a Levenberg-
Marquardt geometric refinement stage that exploits the DQN-
selected anchor subset for precise position recovery. Exten-
sive Monte Carlo simulations in a representative 60 × 40m
indoor environment with four 256-element RIS panels at
3.5 GHz demonstrated that the proposed pipeline achieves a
median positioning accuracy of 1.41 m at 30 dB SNR with



x [m]

0 20 40 60

y
 [

m
]

0

10

20

30

40
(a) Position Error Bound (CRB)

0.07

0.075

0.08

0.085

P
E

B
 [

m
]

x [m]

0 20 40 60

y
 [

m
]

0

10

20

30

40
(b) DQN+DNN+LM Error

2

4

6

8

10

E
rr

o
r 

[m
]

Fig. 6: Comparison of the theoretical Position Error Bound (PEB) from the Cramér-Rao bound (left) and the achieved DQN-
DNN-LM positioning error (right) across the 60 × 40m room. The PEB represents the fundamental noise-limited accuracy
achievable under LOS conditions, while the achieved error is dominated by residual NLOS bias.

25% NLOS probability, representing a 27.4% improvement
over the best geometric baseline. Comprehensive parametric
studies confirmed four fundamental results: geometric meth-
ods achieve CRLB-optimal sub-centimeter accuracy in LOS
conditions and should be preferred when NLOS probability
is below approximately 8%; above this crossover the DRL-
based approach provides increasingly significant advantages
reaching 26% lower error at 50% NLOS probability; the three-
stage pipeline architecture is essential as the DNN provides
robust initialization, the DQN provides learned anchor selec-
tion, and the LM provides geometric precision; and the N2

coherent combining gain of RIS enables order-of-magnitude
noise-limited accuracy improvements through larger arrays,
although NLOS mitigation remains the dominant accuracy-
limiting factor in practical indoor environments.

Future work will extend the framework to three-dimensional
positioning by incorporating elevation information from multi-
panel vertical aperture, investigate online DNN and DQN
adaptation for time-varying environments through continual
learning, explore joint optimization of RIS phase configuration
and positioning through multi-agent reinforcement learning,
and pursue experimental validation using hardware RIS proto-
types and software-defined radio platforms to bridge the gap
between simulation and practical deployment.
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